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Why are we doing this?

An engineering triumph, seventy years in the making

1958 1986 2012 2017 2022
@ @ L @ @ >
Perceptron Backpropagation GPUs & Transformers ChatGPT
ImageNet
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Why are we doing this?

An engineering triumph, seventy years in the making
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ImageNet

We can train these models. We still cannot say why they work.
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Why are we doing this?

An engineering triumph, seventy years in the making

1958 1986 2012 2017 2022
° ° ° ° ° >
Perceptron Backpropagation GPUs & Transformers ChatGPT
ImageNet
We can train these models. We still cannot say why they work.
Practical Social Scientific
better algorithms, more efficient interpretability, fairness, this thesis goes to the Ecole
models, less compute and robustness Doctorale de Physique:
energy burnt understanding a complex

system is a goal in itself
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What does a physicist do about it?

Why the classical theory does not apply
@ over-parametrization, no bias—variance trade-off
@ non-convex landscape, no closed-form solution
@ ...yet plain SGD generalizes
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What does a physicist do about it?

Why the classical theory does not apply So we build a caricature
@ over-parametrization, no bias-variance trade-off Incomplete, but concrete enough to be tested
. and refuted.
@ non-convex landscape, no closed-form solution

@ ...yet plain SGD generalizes
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What does a physicist do about it?

Why the classical theory does not apply So we build a caricature
Incomplete, but concrete enough to be tested

@ over-parametrization, no bias—variance trade-off
and refuted.

@ non-convex landscape, no closed-form solution

@ ...yet plain SGD generalizes

¢ [ )
. . h p,
Thomson Bohr Quantum
1904 1913 mechanics

!

we are here

We want to be Thomson, so that someone can be Bohr after us.
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Our setting

Supervised Learning with scalar labels

D={(x", y")}vem iid, zeR!(d>1), yeR — find f with f(x)~y on unseen data

The most controlled paradigm there is: a scalar label carries more signal than a class label.
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Our setting

Supervised Learning with scalar labels

D={(x", y")}vem iid, zeR!(d>1), yeR — find f with f(x)~y on unseen data
The most controlled paradigm there is: a scalar label carries more signal than a class label.

We need to make some assumptions for our theory on:

o ® .. ° o
e .O : @ \\
The data The model The algorithm

Keep only what the phenomenon needs, strip everything else.
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The multi-index models

Gaussian data ()
x ~N(0,1a) @O
/7:7\\‘ \777/’
The target function & ! fwer
* ) = h*( ) ~
f ( ) \/E gk\z’d/‘
Teacher subspace
h*:RF 5 R, W* = {w,f}re[k] € RF*d
V* = span(wyj, ..., wy),
(Possible) label noise dim V*(:lk < 0
y = f*(x) + \/Zg €~ N(0,1) Learning = discovering V'*

These k directions are the features of the problem.
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The learned model: 2-layer network

f(@; W, a) Zaj (wf/& >) (=) S @) eR

\‘"l Tq )

The student is a special case of the teacher, and it is a two-layer NN.
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The learned model: 2-layer network

f(a: W,a) Zaj ("”\J/’g >) (=) Y fwer
@ <

The student is a special case of the teacher, and it is a two-layer NN.

Loss function Population risk

09,y) = 50 - v)° R(W, @) = B ) |3 (f(@; W,a) —y)°]
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The algorithm: one-pass SGD

v+1 __ v . v v -
Update w] _w] _’}/ij' E(f(my7 w 70’)7 Yy )’ S [p]a
~v > 0 is the learning rate; each step draws a fresh sample, uses it once, and never reuses it

Initialization w) ~ N(0, I)

After n steps the algorithm has consumed exactly n samples:

Steps = samples . . .
P P counting steps is counting samples.

The key property Independence of the steps
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The algorithm: one-pass SGD

Update w!t = w! =V ((f(x"; W, a), v),  jepl,

~v > 0 is the learning rate; each step draws a fresh sample, uses it once, and never reuses it

Initialization w) ~ N(0, I)

After n steps the algorithm has consumed exactly n samples:

Steps = samples . . .
P P counting steps is counting samples.

The key property Independence of the steps

We actually often consider a spherically constrained dynamics for simplicity:

VR, £ i Ye

w
[ = 4Vl (f (), )|
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The reduced dynamic

*
X Wa cRP, )‘*:W:veRk
Pre-activations are \/Zl Vd )
i 1
Gaussian f(z; W,a) = h(\, a), h(X a) = - Z“j a()\j)
j=1

Population risk is
d-independent
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The reduced dynamic: update rule

The update rule is self-closed too!*

In the weights In the sufficient statistics

Q! = Qi o () = W) (o' N + a0’ ONAY) +

w/ = w4+ () — h(AY)) a0’ (\)x”, DT o) — N2 aiao’ (N o (N [l
; ] pf( (A*) = h(A”)) ajo’ (A7) +pdp( Y (X) = h(A)? a0’ (X))o (N)
v+l _ v *,V v v v v Y v yx,V v IAS 04
ay fa'+ﬁ( Y (A) = h(A")) o (X)) My =My, +;Td(' () = h(A")) ajo’ (XA,

artl =af + = Ty Y(ANS) = h(A)) o (AY).

j pd
sample (A”, A*") ~ N(0,9)
population risk R(Q, M, a)

sample ¥ ~ N (0, 1)
population risk R(W)

Il

There is no need to work with 1/ — let’s look at (), M, P
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The magic of high-dimensional data

The stochastic process concentrates into a set of ODEs!  [Saad & Solla, 1995]

dQji _ 40 T @ The time-ste
F_¢]I(Q7a)+;\1{7l(97a)’ p
i
dM;, ot = —
o =2 (2a), pd
% _ @?(Q, a). infinitesimal in high dimension: v — t = Vpld

Drift ® and noise ¥ expectation over (A, A*) ~ A/(0,)

% = E [(W*(N*) = h(N)) (@o’ (M)A; + az0' (\)A)] o = E [(*(A") = h(N)) a0’ (A)AT]
UE =B [((7*(N) = h(N)’ + &) gja0’ (A)o' (M) o4 = E [(h*(A*) — h(N)) o(N)].
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The ODEs are exact in high dimension

—1
L 107 4 s
.,

@~ o ),
F 10724 , > 021 AN
| "eessnnes, | X
& 15-3 ’.\ 153 Sesrenag,,
Z 1 Z 107 \
5 10714 \ 2 1}
| A\ g \
505 . 5107

1077 4 Saad & Solla ODE e Saad & Solla ODE L%,

o online SGD (d = 2000) *  online SGD (d = 2000) o
10°° T ; " 10-5 I : .
1072 10° 102 10* 1072 10° 10% 10t

training time ¢ = vv/(pd) training time ¢ = vy/(pd)

A = 0: the excess risk falls to zero A =102 the noise term W pins a plateau
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The ODEs are exact in high dimension

—1 4 —1 4
L, <
<10 4 1024
I eessena, |
® -3 '\ © voranen,
% Z 10703 "\
z2 B
g 10 5 1
8 g
£ _ B3 10—4 . \
©107° Saad & Solla ODE \. ¢ Saad & Solla ODE A,

o online SGD (d = 2000) \ ©  online SGD (d = 2000) e
1076 — T T 1075 T T T
1072 10° 102 10 1072 10° 10? 10

training time ¢ = vv/(pd) training time ¢ = vy/(pd)

A = 0: the excess risk falls to zero A =102 the noise term W pins a plateau

The actual bound [Goldt, Advani, Saxe, Krzakala & Zdeborova, 2019]

max [E
0<v<Td

o a(3) o))< 2
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Chapter 2
Y

ot = ! d to infinity is only a third of the story though...  [Veiga et al., 2022]
p

Mean field limit

p—
r.d =0(1)
@ L — 0+ O
Classical limit dp High-d limit
y— 0t d— ©
d,p=0(1) r.p=0()
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Chapter 2
Y

ot = ! d to infinity is only a third of the story though...  [Veiga et al., 2022]
p

We can have other limits leading to the same equations!

Mean field limit

p—
r.d =0(1)
§ — = 0f O
Classical limit High-d limit
y— 0t d— ©
d,p=0(1) r.p=0()

Only the drift survives in other limits: dQ/dt = o9 +
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Classical limit: gradient flow
v — 07 at fixed d, p= O(1)
Gradient flow on the weights [Robbins & Monro, 1951]

ducyljt(t) - _ijR(W(t)) p(d + 1) parameters

1072

10-%

1074

R

J{ chain rule

del B 1 << d'wl> <d'wj >>
@ da\"rq )T\

same initial condition, d = 5, 10, 50 d@ P aM

E = , H = (I)M p(p + k) parameters

1072

10-6

No d in the equations: same initial overlaps, same trajectory.
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Mean field limit

p — oo at fixed d, v = O(1)

The network sees only the average so every neuron feels the same field

fin = ]%Zpiéwﬂ fulw) = [otw @) duw) F01) =Ee o @) (£ (@) - ful))]
=1

no pairwise interaction to track: one common velocity field transports the whole density
Ot = V- (pe (- pit))
mass conservation, nothing more  [Mei, Montanari & Nguyen 2018; Chizat & Bach 2018]
but 4 still lives on R?,
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Mean field in the sufficient statistics

Q, M € RP*®TF) grow with p: intractable as p — oo
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Mean field in the sufficient statistics

Q, M € RP*®TF) grow with p: intractable as p — oo

Split along the teacher subspace
W=MP W4+ Wt

QJ_ — 1/de_(WJ_)T — Q . MP*IMT
wit~\de gi, g ~Unif(Sd"“‘1)
Q=MP'M" +D 42D 4

1l

=1 Eij=1{(g,9)

Luca Arnaboldi (EPFL — IdePHIX) Effective Dynamics of SGD 26 August 2026 15 /26



Mean field in the sufficient statistics

Q, M € RP*®TF) grow with p: intractable as p — oo

Split along the teacher subspace

k + 1 numbers per neuron
W =MP'W*+ W+

1 p

Fp(t) = = > Otmy(t), qi(6)) (m,q) € RF
lel/dWJ-(WL)T:Q_M‘PflMT p pz:ZI (mi(t),qi(t))
carried by the Saad & Solla drift
5 = E= [@*(©)], priat- (@5 ()]
wi ~\/dg; gi,

gi ~ Unif(Sd_k_1>
Q=MP'M" +D 42D 4

same mass conservation, on R**1

at;at = v(m,,q) : (ﬂt 95(’ /lt))7 (75 = ((I)Ma q)J_)

) the risk is exact up to O(1/,/p)
Eu=1, Eiy=1{(9,9)
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High-dimensional Mean field limit

= converges to [, when d — oo: off-diagonal orthogonal terms are 0!
they are O(1/+/d), and so is the error they make on the drift

=-secamy ®  Simulation
107! o —— =1 10~
— p=200
—— p=1000
1072 P = 2000
1072
10°%
Al Rl
| 1071 |
& 10
10°°
10°6 10-4
®  Simulation d = 1000, p = 1000
. —— ODE p = 100
10 —— ODE p = 1000
15— ODEp=2000
1072 10! 10° 10! 10? 10° 10! 10° 10! 10°
t t
d=5 d = 1000
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What if we scale the rate and the batch size?

v = WOd*‘s and np = nod*
Equations coincide with the original ones, @ _ 59 7 g@Q
but the factors activate differently: dt Py
h*=c=erfwithp=k=2

1 -
- Population flow =
g1 Noise learning L
2 S
2 Saad & Solla line a
e

® Noise Learning
01 10724 @ Saad&Solla
® Population Flow

0 1 10° 10! 10% 10? 10*
p=loggmy t= 2=
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Can we use SS for sample complexity?

take the simplest case, p = k = 1. one single statistic carries the whole dynamics

(;_T = (1—m?)C'(m), R(m) = const — C(m), C(m) = E[L*(\) a(N)]
m = M >n m(tweak) =

d
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Can we use SS for sample complexity?

take the simplest case, p = k = 1. one single statistic carries the whole dynamics

(Z—T = (1 —m?) C'(m), R(m) = const — C(m), C(m) = E[R*(\*) a(\)]
In high dimension, search is the only hard part
(w, w*) leading order: d—m o mt—! m(0) ~ L
m= -———- > n m(tweak) =n dt , \/c_l

d

. so we should be able to read the sample complexity off the Saad & Solla equations.
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Can we use SS for sample complexity?

take the simplest case, p = k = 1. one single statistic carries the whole dynamics

(Z—T = (1 —m?) C'(m), R(m) = const — C(m), C(m) = E[R*(\*) a(\)]
In high dimension, search is the only hard part
(w, w*) leading order: d—m o mt—! m(0) ~ L
m= -———- > n m(tweak) =n dt , \/C_i

d

. so we should be able to read the sample complexity off the Saad & Solla equations.

We can’t: the guarantee only covers a constant time horizon.

actually the error is CeCT ld , at best T ~logd

p
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The information exponent [Ben Arous, Gheissari & Jagannath, 2021]

Information Exponent

. 1
L= mln{] zla; = ﬁEzNN(O,I)[h*(z) Hej(z)] # 0}

h*(z) = 2% gives £ = 2; h*(z) = He;(z) gives £ = j
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The information exponent [Ben Arous, Gheissari & Jagannath, 2021]

Information Exponent

. 1
L= mln{] zla; = ﬁEzNN(O,I)[h*(z) He;(2)] # 0}

h*(z) = 2% gives £ = 2; h*(z) = He;(z) gives £ = j

The guiding quantity for everything that follows.

The sample complexity is
O(d) L=1,

n =4 O(dlogd) (=2,
o@~—Y ¢>3.
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The information exponent [Ben Arous, Gheissari & Jagannath, 2021]

Information Exponent

. 1
L= mln{] zla; = ﬁEzNN(O,I)[h*(z) He;(2)] # 0}

h*(z) = 2% gives £ = 2; h*(z) = He;(z) gives £ = j

The guiding quantity for everything that follows.

't s not the whole story

o Beyond one direction: the leap exponent carries it
The sample complexity is .
to multi-index targets, £ > 1 [Abbe et al., 2023]

O(d) (=1,
n={0(dlogd) (=2, Not the floor either: a partial-trace algorithm
o@d-1) />3, reaches O(deﬂ) [Anandkumar et al., 2017]
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Is the IE the actual lower bound in complexity?

Real data is not i.i.d. and it is repeated — our current model has neither property.

0.07 ° g00000000000
Displaced gradient (EGD) |y o’ 0.4 1 s
. _ o° ]
Gradient computed in a 0.05 1 o° 0.3 1
neighborhood of the current 0.04 + °® (]
weight 0.03 - o° 0-21 s
°
Wr41 = Wr _'Yvwﬁ(zﬂy‘r;w‘r) 0.02 1 .. 0.1
_ L g ® [}
Wy = wr — pVul(zr,yr;wy) 001777g€ x
0.00 - @ RpHOOOOOOOOER KR 0.0 _.‘..__EEEEEEEEEE_*_"E&E
(') 2'0 4'0 6 2(')0 4(')0
T/d T/dlogd
~ and p are two different learning
rates h*(z) = Hes(z) h*(z) = Hea(z)

The trick breaks the curse of the information exponent
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How does this work?

One-pass SGD s linear in the label V,R=—-FE [ya’()\)

Sk

What if we first transform the label, and query E [g(y) a’'(\) %}?
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How does this work?

One-pass SGD is linear in the label V,R =—-E [ycr’(A) %]

=8

What if we first transform the label, and query E [g(y) a’'(\) \/%J?

Generative Exponent [Damian, Pillaud-Vivien, Lee & Bruna, 2024]

= min{j > 1:E, n01)[9(h*(2)) Hej(2)] # 0 for some g : R — R}

Hegy 11 Heoy, sign(z12223)
(=2k+1,0"=1 =2k (* =2 (=0=3
¢* < ¢ always, and often far smaller.
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Why does the displaced gradient reach it?

The double gradient induces a transformation

Vallf(@o).g) ==y () = A= “f/’g)

expand ¢’ around \:

2
<y o\ +py?a’(N)a"(\) + % 2o’ (V2" (N) + - )

=X+pya'(N)

Vul(f(z;%),y) ~ —%
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Why does the displaced gradient reach it?

The double gradient induces a transformation

x (w, x)

Vol (f(2;®),y) = —yo'(N) N A= N pya’(N)
expand ¢’ around \:
2
Vol (f(z;0),y) ~ — %z (y o\ +py?a’(N)a"(\) + % 2o’ (V)2 (\) + - )

Powers of y appear on their own: the network builds ¢ for free.

Theorem (Repetita luvant)

Sample complexity of EGD
. {O(d) =1,

no results for £* > 2: we worked on

polynomials
O(dlogd) ¢ =2.
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IE & Attention model

P PN\
Our proxy for attention: f(X) = a; softma (X + —) ww ' <X + —) ap X € RLxd
p y f( ) L m X( \/g \/;i R

Sufficient statistics: m = w/]w/d and e = Pw/Vd
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IE & Attention model

P PN\
Our proxy for attention: f(X) = a; softma (X + —) ww ' (X + —) ap X e Rbxd
proxy f(X) L X( Jd v R

Sufficient statistics: m = w/]w/d and e = Pw/Vd

Sequence Information Exponent (SIE)

SIE(f55 —mln{Zkl >0:keN" E, nvor,) KHH% 2 ) )} 7&0}

=1

Examples:

@ 2,1+ -+ 2 has SIE =1,
@ 24,1242 has SIE = 2;

o Hlel Hey, (z4,1) has SIE = Zle ki
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IE & Attention model

P PN\
Our proxy for attention: f(X) = a; softma (X + —) ww ' (X + —) ap X e Rbxd
proxy f(X) L X( Nz a R

Sufficient statistics: m = w/]w/d and e = Pw/Vd

Sequence Information Exponent (SIE)

SIE(f55 —mln{Zkl >0:keN" E, nvor,) KHH% 2 ) )} 7&0}

=1

@ ze1 4o+ 2 has SIE =1 Sample complexity of SGD
@ 2,122 has SIE =2; Or(d) if SIE =1

L L
© [[,_, Hek,(2x1) has SIE =3 ki Op(dlogd) if SIE = 2
Or(d*™®=1) if SIE > 3

The same table as before, with SIE in place of /.
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A nice extra: positional-semantic transition

Target
SSI TyT @ —a
o (X)=(1-w) softmax(Xw*w* X ) + w softmax 2 2

w: positional vs semantic; a: positional strength

=
o

=
)

o
=

=
=

o
o

=
=
=
]
=
o
=
&
]
El
=
g
E
=
=
Z
1<)
2

=
o

Luca Arnaboldi (EPFL — IdePHIX) Effective Dynamics of SGD

B Unique Semantic Minima,
Unique Semantic Minima, Misaligned Dynamic
I Unique Positional Minima
Global Semantic Minima
BN Global Semantic Minima, Positional Dynamic
Global Positional Minima
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Recap

o The journey
Chapter 2 — one set of equations, three limits
> y Chapter 3 — phase retrieval: plateaus and prefactors
° ° Y Chapter 4 — rate and batch size: time, not samples

Chapter 5 — reusing data: £ — ¢*

as a community, we have solved this model  Chapter 6 — sequences and attention: the SIE

We can say how it learns, and how much data it takes.

What is next? structured data + deeper networks — low-degree filtering (LoFi)
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Thanks to you and my amazing collaborators!

Florent Lenka

Ludovic Yatin Luca
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Is the mean-field ansatz legitimate?

w; ~\/dqg gi,  gi ~ Unif (SCHH)

Not a claim about the weights A claim about the equations

This is not the law of w™, and the entries of Q- It only influences the drift Ez[®], it is equivalent
are certainly not independent. to full @+ description under the flow.

Consistency of the reduced description

sup|R(9(1)) — R(O(1))] < CecT VBT 2
t<T NG

with probability > 1 — e

It constrains the update equations, not the weights.
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Without you get a mismatch!

Drop the off-diagonal of = and the ODE stops matching

k=2,d=5 v=1, A =0; lines are the integrated ODEs, dots the simulated dynamics

10°1
®  Simulation - o ®  Simulation
— p=100 101 S — p=100
— p=200 o, — p=200
— p=1000 < — p=1000
1072 p = 2000

p = 2000

A Al

[ 11074
& 403 &
1077
10°°
104
‘ 107
1072 107! 10° 10! 102 10°

1072 107! 10° 10! 102 10°
t

t

o = erf: the gap opens with ¢ o = z%: wrong already at t = 0
Ez is not decorative.
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Luca Arnaboldi (EPFL — IdePHIX)

Mean field: where the

Q1+ =0 is a fixed point

107! * p=100
— ODE

4+ p=1000
— ODE

Al 103
|

104

107"

102 107! 10° 10! 10° 10°
t

k =2,d =10, o0 = erf: start there and M alone is a

sufficient statistic

The PDE is not an abstraction: you can watch the density move.

Effective Dynamics of SGD

neurons actually end up

The density of overlaps

10
=910

. t=0

35 =5

3.0

~1.00 —0.75 —0.50 —0.25 0.00 025 050 075 100
Mj1//PuQj;

k=1,d=3, p=>5000, c = 22 uniform at t = 0, then

2B + )

26 August 2026
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It’s not all lost though: phase retrieval

o =h* =22 the ODE still tells us:

Limit in risk and learning rate

Pre-factors oxt

(anl) log [77d + (1 — 77)]
8(1 —67v) —4vA

Jim R(m(t)) — 42 =

yA
1— 6y

= n =0 (dlogd)

I
l

= Sim. t, =113

- - ODE t.;=1.09

- - SDEt,, =121
- Threshold

s n
10° 10! 107t

Stochasticity does not matter

am(t) ODE
TZT = (1) [4(1 - 67)(1 - *(1)) — 294
SDE

dM;y M; ol my
- (\Ill(Q) - 7%(9)) di+ \/; (uM - 7%) -dB,

Saad & Solla still gives us the weak recovery time, prefactor included.

Luca Arnaboldi (EPFL — IdePHIX) Effective Dynamics of SGD

26 August 2026 30/26



Does width help? Exit time at arbitrary p

o =h* =22, spherical, second layer fixed at u‘/) =1
Annealed e - - 1000
10g |:77(p+l)d+(p+l)(1717)} 13 - 2000 ||
(anl) 2p - =500 ||
text - . d=10000

s1-3(1+5+5+3)]

Quenched  averaged over the initial overlaps
[log {np(p+1)d+(2uop—fo)(1—77)}

pane) _ 2pop
ext — po0,70 ~ 1 1 A ;
s[i-2(1+5+5+2)] '
- measured / predicted texs; [J annealed, o
quenched, ~v/p held fixed
Monotone in p Optimal rate Total gain

3 12+ A

but the leading order is log d for p — 00 against p = 1: SR

every p Topt = 9T 2p+ (2 + A)p?
prefactor 1/4, independent of p

Width buys a constant. It cannot touch the dlogd.
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What if we scale the rate and the batch size?

z’/>

>

a'(NY) o’

() Ever' (2

Chapter 4

BC
Pji

¢?lc = E[U’()\j) & (A*)T] p! E[a”()\l) & )\*} along the teacher
+E[' ) ENH)T B L E[o'(\) EAT along the orthogonal student, Q™ trick as before
J l
Whatever lies outside these two subspaces just decays away.
100 . N
®  Simulation d = 50 = ®  Simulation d = 50
—== Process d = 50 4 1077 1 == === Process d = 50
10714 ©  Simulation d = 100 s - AT ©  Simulation d = 100
— == Process d = 100 '% Mo Sel T —~== Process d = 100
*  Simulation d = 500 9] ° NN ¢ Simulation d = 500
1072 4 === Process d = 500 z R . A \. —== Process d = 500
s ®  Simulation d = 1000 = T Na NN ¢ Simulation d = 1000
E —== Process d = 1000 H \\‘ .\ .\ === Process d = 1000
3 10-3 4 —— Theory asymptotic 8 107° 1 ~, ®, kS
& 10 y asymp 2 LN v
7] >, LY
ES N “‘u-—'—”
107"y f}/ -7 RN \1 :Ff -‘1
g 1077 4 \\ . /Nm “
B DN ___.4- o s
; S e
T 107
05 10 L5 20 25 30 35 100 10!
t=vAt t=vAt
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What if we scale the rate and the batch size?

vy =%d® and ny=ngd"

We can't change the sample complexity... but we use n; times fewer time steps

£—1 A

PN
(-1

[==)
[NIENE

= log,ny

Luca Arnaboldi (EPFL — IdePHIX)

-
¢

SGD Learning
Correlation Loss SGD learning Square Loss
SGD Not Learning 1 np )
v v
(v — f(z"))

Expansion not defined ;= —
21y
v=1

= Polylog regime
== One Step regime
= Expansion validity boundary Correlation Loss
SGD Optimal Point ~ 1

— § : v v

—8— Corr. Loss Optimal Point = ni - Yy f(z )
b velm)
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Multi-index: which directions get learned?

Directional exponents

0y = min{k : E [y Hey((v, 2))] # 0}, 0y = min{k : E [p,(y) Hex((v, 2))] # 0 for some polynomial p,}

{ = ming b, 0=

ol min, f; — every direction outside the minimal subspace U™ is strictly harder

0.4 4 * 0.30 1 —e— EgD w;

N - ;;ﬁiﬂﬁﬁiiiii

*
0.1 *:§°. oo 0407
' “. 0o® oo’ 0.05 - iigggiiiiii!!ili!!
I ool TTTTTTTTTT
(’) 2’5 5’0 7’5 1(’)0 (’) 260 4(')0
T/d T/dlogd
T1 +H63($2), (€w§7€;5) = (3,1) T1T2T3, ((, (*) = (3,2)
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The leap exponent: the cost is the hardest rung

1.09 . 73rve
’.",... e 10° 4
Leap [Abbe, Boix-Adsera & Misiakiewicz, 2023] o8] f ya iy A‘\:‘*'“"""*‘“‘*"‘“"
N ] "~ —_m A%
a / %
effective exponent, given the already-recovered set S: g 0.6 / / ol — = . \
:5: 0.4 [ / f/‘,./. 'LE \""\_
S _ . g f 2 “
0, = mln{Zr:me Qr g #0, ay > 0} E [/ .// e |E N
y — = monomial o | = staircase \Y
. Sr_1 0_0A.‘:i-‘&‘?::ma::m:::massmaﬁ 10 ' monomial
Leap = mlen max Kw* 0 5 10 15 0 10
€6k 'l"e[k] m(r) training time ¢ = v~y /d training time ¢ = v~y /d

best order to learn in, worst step along it

n = O(d**»~1), not O(d*1).

dots: online SGD; lines: the Saad & Solla equations

T+ A5 + ATA5)A5: each recovered overlap turns the
rung above it linear: three times O(d). The bare ATA3)\3
has Leap = 3: O(d?).
ming £, = 1 is not enough: A7 + A3A\5)\1 and
T 4+ ATA5A3)1 both have Leap = 3.
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1.0 1
0.8 1
0.6 1
0.4
0.2 1

0.0 4

Hey(21) has ¢* =

A staircase only repetition can climb: for SGD both rungs are ¢ > 3.

Repetition opens a new staircase

f*(z) = Hey(z1) + sign(z12923)

- -1
{}%& 0.20 0.20
{} 0.15 A 0.15 1
{ —e— EgD
1
} T 0.10 4 }} 0.10 H
0.05 A }H} 0.05 1 ﬂ}}
[ ] [Toogw¥2L T TTTTTTTTTTTT T P ki
e T T TTTTTTTTTTTTTTTTT 0.004® 0.004®
0 250 500 750 1000 1250 0 250 500 750 1000 1250 0 250 500 750 1000 1250
T/dlogd T/dlogd T/dlogd

2, so EgD takes wj (blue) in O(dlogd); that unlocks sign(z;2223) (alone

¢ ={* =3), and w} (orange), w} (green) follow in another O(dlogd).
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Why polynomials? What EgD can reach

¢ =min{k : E[yHeg(2)] # 0} no transformation: one-pass SGD
e; = min{k : E[p(y) Hex(z)] # 0} p polynomial: the rung EgD reaches

* = min{k : E[g(y) Hex(z)] # 0} any g at all: the SQ optimum [Damian et al. '24]
Wider class, smaller minimum: /& < ﬁ; < /.
We are handed a series, not a p but its reach is exactly £}
Gpo (Y ZC P ?JJH E[gp, (y) Heg (2 Z Cm—1pPy" Lo

nothing is truncated and nothlng is chosen either:  the same a,, = Ely"Hex(z)] that define £%. All zero = no

. (G+1) 53
G X E[ } is fixed by the activation alone. better than a polynomial; one non-zero = no worse.

And that is the “almost every py”: analytic in po, not identically zero = isolated zeros.

If h* is a polynomial, then éz*a <2 If f; = 1 unless h* is even.
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It is the repetition, not the trick

h*(z) = Hes(z1), £ =3, ¢* =1, d = 4096, 8192, 9 = 0.01, averaged over 40 runs
0.071 —e— d=4096 EgD ] 025 | ~®— d=4096LaD k=2
—e— d=8192 EgD o8 ’ —o— d=8192LaD k=2 i
0.06 d= 4096 SGD ==. —— d=4096 SGD i
—— d=8192 SGD : 0.20 —¢ d=81925GD ii
~ 0057 ___ Rand. perf, 1 of ~ == Rand. Perf, —L_ ii
S V4096 .. S \4396 E
gj 0.04 4 ——- Rand. Perf. »ﬁ ) g: 0.154 =-- Rand. Perf. YT
£ (] £ +
% 0.03 O @ i!i
S ® 2 0.10-
I§] ® S
0.02 o® §§
------- O e [
0.01+-""32 '-. --------------------- 0-051 !i T b3
Rl (]
;. S RN X R XX R X XX ==,§;;M§§§é§§§§§_§_§§
0.00 | mHNMR 0004 ®m
0 10 20 30 40 50 0 10 20 30 40 50
T/d Trd

SAM, i.e. p < 0: the opposite sign to the extragradient ~ 2-Lookahead: two plain gradient steps on the same
we use throughout sample; not in our algorithm class at all

Both learn it in O(d). Seeing the sample twice is the whole mechanism.
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Tied and untied: the exact setting

Positional encoding off (P = 0), to isolate the sequence length L.
X € REX4 target y = g(2,) with z, = Xw, € RE, one-pass SGD on both

Tied network d parameters Untied network Ld parameters

Flatten(X) - wiied Flatten(X) - Flatten(W)
fu(X) = a( E fw(X)=0 -
one w € R? shared by every token: one weight vector per token: the L rows of
Wiied = (w, ..., w) € RY W € RE*4 each updated on its own
scalar overlap m = wIw/d vector overlap m = Ww,/d,

Muntied = HmH/\/Z

what linear attention reduces to a plain single-index model in dimension Ld
ain(L) = Vweak~ Uweak steps to weak recovery, each at the largest learning rate that still recovers
1, untied / “n p Yy g g
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Why is a tied network faster? The role of L

gain(L) = yv‘fe]frlftied/y‘n”eak: how many times fewer gradient steps the tied network needs

Theorem Cg;g: first non-zero Hermite tensor of g

Cse x (1,...,1)\> (L SIE=1

|CsiE|lop 1 otherwise
= when Cg;g is orthogonally decomposable; 2 in general

gain =<

so )< gain < LSIE\/2 —e— L1, Untied network | 10 e Gan B
— ~ —a— L =3, Untied network ---- Best quadratic fit /!
H A . —— L =5, Untied network 0.8 15 /’
naive parameter counting — the untied —+ L =7, Untied network #
—=— L =2, Tied network 0.6 g
net has L times the parameters — 4 L=, Tiedvetwork ¥ o o
—+— L =6, Tied network 04 P
would say LEP=DVL: the truth lands T o 5 £d
on either side of it. 0 o>
0 2 4 6
L
g=>;Hex(z.;): Co=1p,s0
gain < L2 left: overlap against gradient steps, tied (green) vs untied (orange), one
d = 1000, o0 = ReLU in the panels symbol per L; right: the measured gain, with the fitted L2
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When tying fails

The same theorem allows gain = 0: Cgp x (1,...,1) =0

. 1 . 2 2 10
SIE =1: g = 241 — 24,2, 01:(71) SIE =2: g=2z,1 — 25 2, 02:(071)
0.35 0.35 1
Tied Network,L=2 Tied Network,L=2
0.30 Tied Network,L=5 0.304 Plain Network,L=2
Tied Network,L=10 ----
25 5
0-25 Plain Network,L=2 025
020 Plain Network,L=5 . 0.201
& Plain Network,L=10 =
0.151 ---- ¢ 0.154
0.10 0.104
0.05 0.05 4
0 20000 40000 60000 80000 100000 0.0 02 04 06 08 10
Steps Steps x10°

The tied network is symmetric by construction; these targets are as
antisymmetric as possible.

The untied network learns them because its initialization breaks the symmetry. Randomly weighting the neurons
would fix the tied one.
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What is low-degree filtering?

Not in this thesis. with Y. Dandi, M. Vilucchio, H. Tabanelli, F. Krzakala

One operator per layer the label-weighted, Hessian-like term of layerwise GD at vanishing initialization

~

1 n
CO = n Z Y Zo-1(Tp) ze-1(zy)"

p=1
Filter g, = V[Zg,l top-k eigenvectors —  Lift zy = o(Regr)/\/Pe random, nonlinear — Repeat Ko — K — -+ — K|,

Keep what is simple in the previous geometry and predictive at low degree.

GD steps = 100 GD steps = 200 GD steps = 500 GD steps = 1000
3 A == FCN LoFi
A_ |- FCNGD
_2 N\ % = ONN LoFi
X 4=v: CNN GD
g
5
& S
.
oy Y i
5102 10° 10% 10? 10° 10* 102 10° 10* 10% 10% 10%
MNtrain Ntrain TNtrain Ntrain
binary CIFAR-10: LoFi (solid) is the same in every panel; GD (dashed) improves with steps
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What it finds, without backpropagation

The same C, built in channel space

convolutional LoFi on the CIFAR-10 animal-vs.-vehicle task

T

ey

L aEaE | = :
= WEE
T '
noo a e syl
first-layer filters one LoFi feature with depth: inputs on top, maps below
Edge detectors on real images, out of one eigendecomposition per layer.
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