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Abstract

Current state-of-the-art multi-vector models are obtained through a small Knowledge
Distillation (KD) training step on top of strong single-vector models, leveraging the large-
scale pre-training of these models. In this paper, we study the pre-training of multi-vector
models and showthat large-scalemulti-vectorpre-training yieldsmuch strongermulti-vector
models. Notably, a fullyColBERT-pre-trainedmodel, ColBERT-Zero, trained only onpub-
lic data, outperformsGTE-ModernColBERTaswell as its basemodel, GTE-ModernBERT,
which leverages closed and much stronger data, setting new state-of-the-art for model this
size. We also find that, although performing only a small KD step is not enough to achieve
results close to full pre-training, adding a supervised step beforehand allows to achievemuch
closer performance while skipping the most costly unsupervised phase. Finally, we find that
aligning the fine-tuning and pre-training setups is crucial when repurposing existingmodels.
To enable exploration of our results, we release various checkpoints as well as code used to
train them.

1 Introduction

Late interactionmodels, also referred to asmulti-vector orColBERT [KZ20]models, have gained
popularity thanks to their out-of-domain [San+22], long-context [Cha25a], and reason-intensive [Cha25b]
retrieval capabilities. Despite these clear advantages, they are less studied than their single-vector
counterparts. Thus, the state-of-the-artColBERTmodels such asGTE-ModernColBERT[Cha25a]
and ColBERT-small [Cla25] are built by performing a small Knowledge Distillation (KD) phase
on top of a strong pre-trained single-vector (dense)model. Evenmxbai-edge-colbert-v0 [Tak+25],
a recent study that details a recipe to train very strong ColBERT models from scratch (that is,
MLM-pretained Ettin [Wel+25b] models) performed all the early stages in a single-vector setting
and only used multi-vector in the latest stage, knowledge distillation.

Training a retrieval model typically involves up to three phases (illustrated in Figure 1): (1) unsu-
pervised contrastive pre-training, a large-scale contrastive phase relying on in-batch negatives; (2)
supervised contrastive fine-tuning, which refines the model using mined hard negatives; and (3)
Knowledge Distillation (KD), where a strong teacher’s relevance scores guide the student via KL
divergence. Although applying only KD yields strong models and allows us to leverage various
strong dense models, it treats the multi-vector setting as an afterthought. This approach could
be suboptimal compared to performing contrastive steps in the multi-vector setting before the
knowledge distillation step.
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In this paper, we investigate which training steps are necessary for optimal ColBERT perfor-
mance. Specifically, we ask two questions: is knowledge distillation alone sufficient to transfer
densemodel quality to themulti-vector setting? And if not, can a supervised contrastive phase be-
fore KD close the gapwithout the costly unsupervised pre-training? To answer these, we compare
models trained with (a) the knowledge distillation step alone, (b) the supervised contrastive and
knowledge distillation steps, and (c) all steps, including the large-scale unsupervised contrastive
step; see Figure 2 for details. Our findings show that KD alone is insufficient for optimal per-
formance, but that adding a supervised phase beforehand yields competitive results without the
most expensive unsupervised phase, particularly when aligning the fine-tuning setup with the
pre-training one. Indeed, we find that aligning the use of prompts is crucial when repurposing
existingmodels, withmisalignment leading to significant performance degradation The resulting
model, ColBERT-Zero, trained only on public data, outperforms both the state-of-the-art GTE-
ModernColBERT as well as its base model, GTE-ModernBERT, trained on closed and much
stronger data, and sets new state-of-the-art for its size. To support reproducibility and further
exploration, we release all models, including intermediate checkpoints with various training pa-
rameters, as well as the full training scripts.

2 ScalingPre-Training ofColBERTModels toNomic Embed Scale

In order to establish whether pre-training ColBERT models is beneficial over a simple distilla-
tion, we propose to pre-train a ColBERT model on the widely-known datasets used by Nomic
Embed [Nus+25]. This approach has several advantages: first, it is a robust choice of public data
that is easily accessible through theHugging Face dataset library, which also facilitates implemen-
tation. Secondly, aModernBERTdensemodel has been trained on thismixture, allowing for easy
comparison.

We thus train variousmodels to explore the effect of each trainingphase: unsupervised contrastive,
supervised contrastive, and knowledge distillation. All the different settings are illustrated in Fig-
ure 2. The baseline is a simple knowledge distillation step performed on top of theModernBERT-
embed model that has undergone both unsupervised and supervised contrastive phases in the
dense setting and thus only a KD phase in the ColBERT setting (setting (a)). It is the most usual
ColBERT training setup. This model is compared to ColBERT-Zero, for which both the unsu-
pervised and supervised steps are also performed in the multi-vector setting, i.e, the whole pre-
training is run in the multi-vector setting (setting (c)). This allows for a fair comparison as both
models use the sameoriginal basemodel and the exact samedata, theonlydifferencebeingwhether
the contrastive phases are performed in the dense or late interaction setting. As the authors also
released the dense model obtained after the unsupervised phase only, we study additionally the
impact of skipping the unsupervised ColBERT pre-training but still performing the supervised
contrastive phase in the ColBERT setting before KD, allowing to study whether the large-scale
unsupervised phase is required or simply adding the supervised phase is enough (setting (b)). As
the unsupervised phase is, by far, the most expensive step (almost ten times more than supervised
+ KD, see Table 1), being able to leverage the one already performed by the dense model would
be very interesting.
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Figure 1: An illustration of the three training phases. Unsupervised contrastive pre-training is a
very large scale training relying exclusively on large batch sizes to use in-batch negatives. Super-
vised contrastive fine-tuning is a refinement step that leverages mined hard negative to provide a
stronger signal. The knowledge distillation step use a strong teacher to scores various documents
and use KL divergence to make the student distribution fits the teachers’.
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Figure 2: The different training pipelines compared in this work. KD only is the most com-
mon setup, while ColBERT-Zero is the most expensive. Supervised + KD is an in-betweenmuch
cheaper than the full pre-training.
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Table 1: Training hyperparameters of the 3 different phases of learning.
The learning rates are swept logarithmically in the given ranges, testing 10 values for each phase.
The query and document lengths include the tokens of the prompts (see Section 2.2). GPUhours
are measured on a cluster of GH200 GPUs, where nodes have 4 GPU each; unsupervised is done
on 8 nodes, while supervised and KD on 1 node.

Phase LR sweep range Batch size Temp. Query length Doc. length GPU hours

Unsupervised [3× 10−3, 1× 10−5] 16384 0.2 39 187 368
Supervised [2× 10−5, 8× 10−8] 64 0.2 39 519 32
KD [1× 10−3, 1× 10−7] 128? n.a. 39 519 8

? Effective batch size achieved with gradient accumulation of 2.

We use standard setups for each phase, training for only one epoch each time. For the unsuper-
vised pre-training, we use the large dataset from Nomic Embed and rely on in-batch negatives.
The InfoNCE loss temperature was designated as a learnable parameter with the objective of as-
certaining the optimal value for the dataset, and later fixed during training. For the supervised
phase, we leverage smaller and higher quality datasets with negatives mined by Nomic, while the
optimal temperaturewas determined similarly to the unsupervised phase. The knowledge distilla-
tion setup follows theoneofGTE-ModernColBERT,using theMS-MARCOdatasetwithmined
samples scored by bge-reranker-v2-gemma. All the hyperparameters are summarized in Table 1,
including the learning rate sweep ranges used for each phase. We use the NanoBEIR evaluator
to choose the best values for temperature and learning rate as running the full BEIR [Tha+21] is
expensive.

We use the PyLate [CS25] library and leverage the implementation of GradCache [Gao+21] to
scale the per-GPU batch size arbitrarily without VRAM constraints (as standard gradient accu-
mulation is not applicable for contrastive learning). We also gather the samples from the other
GPUs in a multi-GPU setting to leverage all computed representations and scale batch size with-
out additional memory requirement. These two features combined allows to easily reach batch
sizes of 16k,which is required forunsupervised training to get plausible in-batchhardnegatives [Che+20].
Finally, each batch is composed of only one data source at a time, to prevent shortcut learn-
ing [Nus+25]. We release the checkpoints obtained after each phase (unsupervised, supervised,
distilled) for all pipelines, enabling the community to use them as starting points for their own
experiments.

2.1 Main Results

We evaluate the different models on the BEIR [Tha+21] benchmark and report the nDCG@10
values in Table 2. We also report several models sharing the same backbone (ModernBERT-base)
to provide comparison. Specifically, we report the dense model from Nomic (ModernBERT-
embed), the state-of-the-art late interactionmodel GTE-ModernColBERT as its base model, gte-
modernbert.

Our first finding is that, the fully pre-trained ColBERTmodel outperforms not only the state-of-
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Table 2: Retrieval performance (nDCG@10) across BEIR benchmark datasets.
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Baselines

ModernBERT-embed-unsupervised 47.05 42.53 35.33 68.44 18.58 48.82 88.63 19.83 72.30 46.32 22.97 60.00 37.97 42.40 67.39 34.23
ModernBERT-embed-supervised 52.89 40.59 33.40 84.15 31.91 48.96 88.85 18.59 69.63 62.15 35.67 67.11 41.50 42.08 87.35 41.47
GTE-ModernColBERT 54.67 45.28 37.93 83.59 31.23 48.51 86.61 19.06 76.34 61.80 30.62 77.32 48.03 41.00 87.44 45.32
gte-modernbert 55.33 48.81 36.44 81.95 21.68 72.68 88.55 21.29 77.40 57.62 37.74 69.47 41.79 42.63 91.03 40.90

KD from dense supervised

embed-base distilled 54.09 42.51 37.01 79.52 34.58 51.75 87.67 18.15 75.04 61.45 28.31 76.70 47.54 40.68 84.82 45.57

Supervised + KD from dense unsupervised

embed-base supervised 50.72 40.09 35.56 71.12 25.53 44.27 86.96 18.19 73.78 58.89 32.95 71.49 43.23 42.55 70.51 45.72
embed-base distilled 55.12 41.50 36.51 77.46 33.77 52.45 86.26 18.66 74.90 62.24 37.27 80.07 48.27 41.60 89.71 46.17

ColBERT-Zero (full pre-training)

Unsupervised 51.44 45.38 36.88 67.82 22.59 51.53 87.78 22.30 76.76 58.80 24.24 68.29 43.16 45.76 81.58 38.78
Supervised 51.81 42.45 35.60 74.72 23.83 41.81 87.19 19.85 73.71 61.95 35.01 71.37 46.20 45.16 72.61 45.68
Distilled 55.43 42.62 37.28 78.69 36.13 53.07 85.24 19.88 76.50 61.66 35.72 79.41 47.48 41.34 90.59 45.80

the-art late interaction model GTE-ModernColBERT but also its base model, gte-modernbert.
This is very strong result, as those are performant models optimized on strong non-public data.
The superiority of theGTEdata over theNomic one is shown by the huge gap in BEIR results for
the dense models (52.9 for Nomic data vs 55.33 for GTE data). The significance of this result is
best appreciated in context: at the time of writing1 the model is ranked as the top-1 model on the
MTEB BEIR leaderboard [Mue+22] for model <150M parameters (top-4 for models <500M).
Consequently, this highlights that running a full ColBERT pre-training before performing
knowledge distillation is noticeably better than only performing KD on top of a pre-
trained dense model. This is further confirmed by the results obtained by performing the KD
step on top of the dense supervisedmodel fromNomic, laggingmuch behind the fullyColBERT-
pre-trained model by more than 1.3 pts of nDCG@10 despite leveraging the same data.

Having established that KD alone is insufficient, we now explore whether a supervised contrastive
phase before KD can close this gap without the costly unsupervised pre-training. Starting from
the unsupervised densemodel and running both the supervised and knowledge distillation phases
in the ColBERT setting, we observe a gain of more than 1 nDCG@10 over KD alone, nearly
matching the fully pre-trained ColBERT (0.31 difference). This demonstrate that this setup is a
highly efficient alternative that skips the most computationally intensive training stage
while retaining nearly all the performance benefits. This costs 40 GH200-hours instead of
408: roughly 10× cheaper for 99.4% of the performance. While the full three-step pipeline
retains a slight edge, the difference is limited, particularly considering the potential for noise from
BEIR, and is likely to diminish further with heavier fine-tuning, as discussed in Section 3.

2.2 Impact of the Prompt

It is important tonote thatNomic’s densemodels arepre-trainedusing specificprompts ( “search_query:”
and“search_document:”). Unlike frameworks likePromptriever [Wel+25a],whichuseprompts
to enable task-specific “promptability”, Nomic utilizes them to enforce an asymmetric encoding.

1January 2026
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While ColBERT features a native asymmetric mechanism via [Q] and [D] markers, a mismatch
between the pre-training prompts and our fine-tuning setup could undermine performance. To
ensure a fair comparison, all models reported in the previous section utilize these prompts. How-
ever, we experienced with a “prompt-free” ColBERT-Zero model (i.e, full pre-training) and ob-
served a significant performance drop, suggesting that prompts provide benefits beyond mere
identification. To explore this phenomenon, we ran various training with and without prompts
at different steps of the training and also explore the impact of increasing the query and docu-
ment lengths to account for the additional prompts2. As the prompts are both 7 tokens long, we
increased the query/documents lengths by 7.

As shown inTable 3, our results highlights that aligning thefine-tuning setupwith thepre-training
(by using prompts) is crucial; our ablation studies confirm that misalignment leads to significant
performance degradation. Incorporating prompts during the fine-tuning of pre-trained models
with prompts enhances results, while including them for models pre-trained without prompts
leads to a decline. However, even when the pre-training and fine-tuning setups are aligned, the
model leveraging more explicit prompts still significantly outperforms the other. This does sug-
gest that those prompts are beneficial. That said, it is hard to properly disentangle all the possible
reasons explaining the differences inperformance as there are different effect at play. We conjecture
thismaybe a formof implicit query expansion, amechanism that has shownvery useful in the early
variant of ColBERT [KZ20]. Typically, these tokens serve as “placeholder” tokens that does not
correspond to a specific semantic token but can be used by the model to store global information
about the sequence. Despite being very helpful, this mechanism is not used in modern models
leveraging Flash Attention3 [Dao+22] such as ModernBERT [War+25], the base model used by
all models in our experiments. Our preliminary analysis (detailed in Appendix A) suggests that
the performance gains stem from a joint effect of prompts and query/document lengths, pointing
to a richer interaction between these factors; to facilitate further investigation of this interaction,
we release checkpoints of models trained both with and without prompts at each stage.

2During training, as increasing the lengths during evaluation introduce little to no change: we cover themaximum
lengths of the BEIR datasets

3Query expansion worked by using PAD tokens that were not attended by other tokens in the sequence. In the
original (not optimized) attention implementations, all the attentions scores were computed and the contributions of
masked tokenswere zeroed out at the end so that the representations of the tokenswere only computedw.r.t unmasked
tokens. However, the representations of the masked tokens w.r.t all the others tokens were still computed. Those are
usually thrown away using attentionmask afterwards, but in the case ofColBERT, thosewere used as query expansion.
With more recent and optimized implementations of attention such as Flash Attention, the embedding of masked
tokens are zeros/NaNs, preventing their usage as query expansion.

6



Table 3: Retrieval performance (nDCG@10) across BEIR benchmark datasets when performing
supervised +KDphases on top of unsupervisedmodels pre-trainedwith or without prompts and
the impact of adding the prompts during fine-tuning.
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ModernBERT-embed-unsupervisedwith prompts 47.05 42.53 35.33 68.44 18.58 48.82 88.63 19.83 72.30 46.32 22.97 60.00 37.97 42.40 67.39 34.23
Supervised + KDwith prompts 55.12 41.50 36.51 77.46 33.77 52.45 86.26 18.66 74.90 62.24 37.27 80.07 48.27 41.60 89.71 46.17
Supervised + KD without prompts 54.44 41.30 36.00 79.23 33.52 52.27 87.52 18.28 74.90 61.35 33.25 77.64 47.40 41.18 86.57 46.15

ColBERT-Zero-unsupervisedwith prompts 51.44 45.38 36.88 67.82 22.59 51.53 87.78 22.30 76.76 58.80 24.24 68.29 43.16 45.76 81.58 38.78
Supervised + KDwith prompts 55.43 42.62 37.28 78.69 36.13 53.07 85.24 19.88 76.50 61.66 35.72 79.41 47.48 41.34 90.59 45.80
Supervised + KD without prompts 54.17 42.99 37.49 71.95 27.90 49.29 88.26 20.29 76.85 62.20 32.77 77.91 47.43 44.67 89.36 43.14

ColBERT-Zero-unsupervised without prompts 51.70 45.31 34.72 73.55 23.26 52.56 88.15 22.63 76.1 59.18 24.24 66.66 42.61 45.56 81.88 39.15
Supervised + KDwith prompts 54.18 42.75 37.28 77.86 35.19 49.73 87.61 18.97 75.43 61.64 30.75 77.32 47.48 39.72 84.59 46.36
Supervised + KD without prompts 54.61 43.14 36.60 78.60 36.36 49.49 88.05 19.13 76.42 61.73 32.70 76.99 47.69 40.21 85.97 46.01

3 Discussions

As started previously, we usedNomic Embed data to enable direct comparisonwith existingmod-
els. While this choice grounds our results in a well-established setup, it also means that some ob-
servations may not generalize to different or stronger training configurations, an avenue we leave
for future work. For example, when performing the supervised fine-tuning phase on stronger
data (NV-Retriever [Sou+24] on various datasets), adding prompts on top of a ColBERTmodel
pre-trained without prompts did not degrade the results as it was the case for ColBERT-Zero.
With stronger/longer fine-tuning, the alignment with pre-training is less required as the model
has enough room to adapt. Likewise, the small remaining advantage of pre-training a ColBERT
model, rather than relying solely on fine-tuning and KD, is likely influenced by the quality and
scale of those subsequent phases. Given that knowledge distillation typically improves results af-
ter supervised fine-tuning, the fact that a prior contrastive phase further enhances performance
suggests that these gains are less about the specific objective and more about the scale of training.
This extra capacity allows the model more time to optimize within a multi-vector setting. Con-
sequently, performing KD alone at a larger scale might yield similar, if not superior, results due
to the higher quality of the distillation signal. The goal of this study, however, was to explore the
conventional setup where training scale is inversely proportional to signal quality, reflecting the
higher cost of generating high-quality labels. Thus, the results of each phase primarily highlight
the impact of scale within those phases rather than the specific training objective itself.

4 Conclusion

We compared various setups for training multi-vector models, ranging from the conventional
small KD step applied on top of a dense pre-trained model to full pre-training. We found that
the conventional approach is lacking in depth, resulting in a significant untapped potential in
terms of performance. However, we observed that investing in a supervised step leads to per-
formance that approaches the level achieved through full pre-training, without the necessity of
the most expensive unsupervised phase. This results in models that demonstrate superior perfor-
mance in comparison to those leveraging stronger data and establish a new state-of-the-art. We
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also investigated the impact of prompts onmodel performances. We found that, in the context of
repurposing pre-trained models, it is imperative to meticulously align the pre-training step with
respect to the use, or non-use, of prompts. We showed that the utilization of full prompts results
in a positive impact in comparison with the employment of single token query and document
markers. These findings present a range of interesting research avenues. To help explore multi-
vector pre-training and those avenues, we publicly release all intermediate checkpoints, including
unsupervised and supervised stages with and without prompts. The full training scripts, built on
PyLate and leveraging public data, are also available. We hope these resources will help the com-
munity explore the many open questions raised by our findings, from the role of prompts to the
scaling behavior of multi-vector training.

Acknowledgments This work was supported as part of the Swiss AI Initiative by a grant from
the SwissNational SupercomputingCentre (CSCS)underprojectIDa120onAlps. We alsowant
to thank Raphaël Sourty for the helpful discussions and reviewing the early version of this work.

A Discussion on the Effect of the Prompt

In this appendix, we provide a detailed analysis of the impact of prompts on model performance
and the secondary effects of increased sequence lengths for queries and documents. We inves-
tigate whether the performance gains observed in the main text are merely a structural effect of
processing additional tokens, or if the prompts trigger more complex behaviors such as query ex-
pansion as discussed in Section 2.2. To isolate these variables, we conducted a series of ablations
by fine-tuning different models with and without the prompts (+Prompt setting) as well as with
and without accounting for token-length parity (+Length setting), that is, increasing the query/-
document lengths by the length of the prompts, 7 tokens. All the results are reported in Table 4
and a synthesis of the effect of each parameter for different base model on the BEIR average is
presented in Table 5. As discussed in themain body, matching the pre-training setup is crucial for
downstream performance. Incorporating prompts during the fine-tuning of pre-trained models
with prompts enhances results, while including them for models pre-trained without prompts
leads to a decline. Notably, the most significant relative gains occur when performing only the
KD phase, further underscoring the pivotal role of alignment. We observe that in the supervised
+ KD scenario, the model has more opportunity to adapt to initial misalignment, whereas the
KD-only setting is far more sensitive to the pre-training configuration. Crucially, however, align-
ment alone does not account for all the observed gains. As detailed in Section 2.2, comparing
full ColBERT pre-training with and without prompts isolates the effect of prompts from any
alignment confound, since bothmodels are evaluated after end-to-end training in their respective
settings. This confirms that prompts provide an intrinsic benefit beyond simplymatching
the fine-tuning setup to the pre-training one.

When trying to disentangle the effect of the prompts “content” and the increased length, we ob-
serve gains by adding the prompts even when not accounting for the additional tokens during
the training of the models. While changing the length during evaluation only does not change
the results (we cover the lengths of the BEIR benchmark), we conducted additional testing to
determine the impact of increasing the query/document length during training. It appears that
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increasing the length is beneficial, even without incorporating the prompts. Again, in this case,
the most significant gains are achieved by focusing solely on the KD. This phenomenon can be
attributed to the fact that supplementary tokens offer extra training signals, a feature that is par-
ticularly advantageous for brief training.

Thus, it appears that both factors explain the performance boost. These factors seem to be addi-
tive, as incorporating both increases performance beyond either individual component. Interest-
ingly, while this holds true whether using a dense or a ColBERTmodel as the unsupervised base,
the prompt-pre-trainedColBERTmodel benefits significantly more from their combination. In-
deed, while the gain for the dense model is smaller than the sum of the individual contributions,
the combined gain for the fully pre-trained ColBERT model is much larger than the sum of its
individual gains.

Our running theory is that the observed performance boost stems from a synergy between struc-
tural alignment and representational capacity. We conjecture that ColBERT, unlike dense mod-
els, treats the pre-training configuration, specifically the combination of prompts and extended
sequence length, as a unified template. Because the query budget is relatively short, introducing
a prompt without increasing length at the supervised stage creates a token-budget trade-off where
the prompt displacement of content tokens neutralizes the alignment benefits. The synergistic
gain only emerges when the prompts provide the ‘instruction” and the additional length provides
the “semantic real estate” necessary for the model to execute pre-trained behaviors like implicit
query expansionwithout signal interference. However, this remains a preliminary conjecture; fur-
ther investigation is required using a wider range of prompt variations and incremental length
scales to definitively isolate the individual and combined mechanisms at play.
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Table 4: Retrieval performance on the BEIR benchmark studying the impact of adding prompts
and increasing query/document lengths.

Settings Datasets

Method +Prompt +Length Avg FiQA NFC COV Tou Arg Quo SciD SciF NQ Clim Hot DBP CQA FEV MSM

KD from dense supervised (with prompts)

Distilled

7 7 52.58 41.58 36.33 78.69 33.30 50.16 82.59 18.01 75.15 60.30 25.00 75.00 45.92 39.39 82.27 45.06
3 7 53.83 41.74 36.87 79.65 34.52 51.06 87.31 18.41 76.06 61.24 27.56 75.38 47.48 40.43 84.24 45.47
7 3 53.28 41.99 36.41 78.79 36.76 47.77 87.51 18.18 75.21 60.56 25.63 76.34 45.83 39.61 83.42 45.16
3 3 54.09 42.51 37.01 79.52 34.58 51.75 87.67 18.15 75.04 61.45 28.31 76.70 47.54 40.68 84.82 45.57

Supervised + KD from dense unsupervised (with prompts)

Supervised

7 7 51.33 42.30 34.52 73.97 25.22 49.66 87.67 17.94 73.57 60.14 28.53 72.13 42.54 42.90 74.04 44.80
3 7 51.08 41.34 36.04 73.57 26.61 42.98 87.25 17.88 70.80 60.59 30.52 71.22 44.01 43.31 74.53 45.58
7 3 51.08 40.93 35.49 70.56 22.59 48.96 87.56 17.50 71.99 60.50 32.61 72.90 43.47 42.10 73.98 45.07
3 3 50.72 40.09 35.56 71.12 25.53 44.27 86.96 18.19 73.78 58.89 32.95 71.49 43.23 42.55 70.51 45.72

Distilled

7 7 54.44 41.30 36.00 79.23 33.52 52.27 87.52 18.28 74.90 61.35 33.25 77.64 47.40 41.18 86.57 46.15
3 7 54.95 42.19 36.73 79.37 36.10 52.51 87.31 18.80 75.57 61.66 33.67 78.05 47.77 41.03 87.52 45.96
7 3 54.82 42.36 36.33 80.11 37.47 48.51 87.74 18.11 75.92 61.58 34.46 78.31 47.27 40.59 87.21 46.39
3 3 55.12 41.50 36.51 77.46 33.77 52.45 86.26 18.66 74.90 62.24 37.27 80.07 48.27 41.60 89.71 46.17

Supervised + KD from ColBERT unsupervised (with prompts)

Supervised
7 7 52.47 43.52 36.43 66.13 22.70 47.95 87.74 19.51 75.89 62.27 31.92 72.30 46.01 44.82 86.74 43.13
3 7 52.16 43.02 35.13 71.30 21.94 44.66 88.22 21.19 74.31 61.71 30.65 70.46 46.97 45.08 84.94 42.78
7 3 52.70 43.59 36.23 65.03 23.16 49.89 87.70 19.61 75.66 62.34 33.22 73.46 45.64 44.92 87.00 43.12
3 3 51.81 42.45 35.60 74.72 23.83 41.81 87.19 19.85 73.71 61.95 35.01 71.37 46.20 45.16 72.61 45.68

Distilled

7 7 54.17 42.99 37.49 71.95 27.90 49.29 88.26 20.29 76.85 62.20 32.77 77.91 47.43 44.67 89.36 43.14
3 7 54.59 42.18 37.08 80.37 37.31 51.12 84.71 19.81 76.39 62.02 29.79 76.50 46.88 40.85 88.72 45.12
7 3 54.47 42.50 37.85 77.94 35.65 51.42 86.99 18.88 75.73 61.60 31.37 77.97 46.81 40.50 87.08 44.83
3 3 55.43 42.62 37.28 78.69 36.13 53.07 85.24 19.88 76.50 61.66 35.72 79.41 47.48 41.34 90.59 45.80

Supervised + KD from ColBERT unsupervised (without prompts)

Supervised 7 7 52.39 43.36 36.01 72.42 23.79 47.42 87.79 21.30 73.85 62.25 31.61 70.32 44.07 44.03 85.54 42.11
3 3 52.62 44.67 36.20 72.68 24.47 48.83 88.00 21.27 72.65 61.85 32.84 69.79 44.98 44.84 84.95 41.34

Distilled
7 7 54.61 43.14 36.60 78.60 36.36 49.49 88.05 19.13 76.42 61.73 32.70 76.99 47.69 40.21 85.97 46.01
7 3† 54.60 43.25 36.88 78.67 36.27 49.14 88.12 19.06 76.28 61.58 32.25 77.55 47.23 40.34 86.34 46.06
3 3 54.18 42.75 37.28 77.86 35.19 49.73 87.61 18.97 75.43 61.64 30.75 77.32 47.48 39.72 84.59 46.36

† Extra length applied only during evaluation.

Table 5: Average BEIR nDCG@10 with delta (∆) for adding prompts and increasing lengths vs.
baseline (no prompt, no length)

Method / Training Baseline +Prompt +Length +Both

KD from dense supervised (with prompts)

Distilled 52.58 +1.25 (53.83) +0.70 (53.28) +1.51 (54.09)

Supervised + KD from dense unsupervised (with prompts)

Supervised 51.33 –0.25 (51.08) –0.25 (51.08) –0.61 (50.72)
Distilled 54.44 +0.51 (54.95) +0.38 (54.82) +0.68 (55.12)

Supervised + KD from ColBERT unsupervised (with prompts)

Supervised 52.47 –0.31 (52.16) +0.23 (52.70) –0.66 (51.81)
Distilled 54.17 +0.42 (54.59) +0.30 (54.47) +1.26 (55.43)

Supervised + KD from ColBERT unsupervised (without prompts)

Supervised 52.39 – +0.23 (52.62)
Distilled 54.61 – –0.43 (54.18)
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